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Abstract: The method of nearest-neighbor interchange effects local improve- 
ments in a binary tree by replacing a 4-subtree by one of its two alternatives if 
this improves the objective function. We extend this to k-subtrees to reduce the 
number of local optima. Possible sequences of k-subtrees to be examined are 
produced by moving a window over the tree, incorporating one edge at a time 
while deactivating another. The direction of this movement is chosen according 
to a hill-climbing strategy. The algorithm includes a backtracking component. 
Series of simulations of molecular evolution data/parsimony analysis are carded 
out, for k = 4 . . . .  ,8, contrasting the hill-climbing strategy to one based on a 
random choice of next window, and comparing two stopping rules. Increasing 
window size k is found to be the most effective way of improving the local 
optimum, followed by the choice of hill-climbing over the random strategy. A 
suggestion for achieving higher values of k is based on a recursive use of the 
hill-climbing strategy. 

Keywords: Local optimization; Heuristics; Molecular evolution. 

1. Introduction 

When the number of nodes in a tree optimization problem for phylo- 
genetic inference exceeds computational capacities for methods that assure a 
global optimum, heuristic techniques are necessary. As summarized by 
Swofford and Olsen (1990, pp. 486-490), and as incorporated, for example, in 
Swofford's (1990) PAUP package, these approaches start with an initial tree, 
constructed randomly or using some clustering method applied to data on the 
n labeled terminal nodes, and then try to improve the tree, i.e., try to find a 
better (according to the optimization criterion) configuration of edges and 
(unlabeled) non-terminal nodes, by a series of elementary rearrangements of 
the branching pattern, until a local optimum is found. 

The simplest of  these elementary rearrangement operations, dating 
back at least to Camin and Sokal (1965), is the nearest-neighbor interchange 
(NNI). This rearrangement operation focuses on a small subtree consisting, in 
the case where all non-terminal nodes have degree 3, of  two connected non- 
terminal nodes e and f (i.e., connected by the central edge el) and the four 
other nodes a, b, c, and d connected to e and f by non-central edges ae, be, cf, 
and df. This subtree is sometimes called a 4-subtree, because it has four ter- 
minal nodes a, b, c, and d, even if  some of  these are non-terminal in the origi- 
nal n-tree. The NNI, to be described more formally in the next section, can be 
thought of  as breaking off one of the four non-central edges, say ae, including 
the node e and whatever subtree is connected to a, and reattaching it to the 
middle of  one of the two remaining non-central edges, say cf, thus producing 
a new 4-subtree with edges ae, ce, ef, bf, and df. 
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It is easy to see that only two different 4-subtrees can be produced by 
an NNI acting on any 4-subtree, and hence only 2(n - 3 )  different trees are 
accessible from a given tree, since there are only n - 3 possible central edges 
for an NNI. This means that successive improvement algorithms based on 
NNI can fall easily into local optima, since there are not many trees accessi- 
ble in one step from any given tree. This has motivated the use of a number 
of other elementary rearrangement operations such as subtree pruning and 
regrafting, introduced by Dayhoff's group (Eck and Dayhoff 1966; Dayhoff 
1969). Here when an edge such as ae and the subtree attached to a are bro- 
ken off, they may be reattached to the middle of any edge in the remaining 
part of the tree. This greatly increases the number of trees accessible to a 
given tree in one step and hence decreases the risk of falling too early into a 
poor local optimum, but does so at great computational cost since the number 
of trees to be examined at each step is now quadratic rather than linear in n. 
This is not excessive for moderate n, but becomes unfeasible for very large n. 

In this paper we propose a generalization of the NNI approach based on 
local improvements to k-subtrees, for 4 < k < n, designed to have relatively 
few local optima, but where the worst-case computational cost of each step 
remains linear in n. This work formalizes a method introduced by Sankoff, 
Abel, Cedergren and Gray (1988). It is a hill-climbing method, where the 
notion of step-size and direction are particular to the context of tree optimiza- 
tion. At present it is applicable only to the optimization of binary trees, 
though only minor modifications would be necessary to allow vertices of 
degree higher than three. 

We have implemented an experimental version of our algorithm and 
systematically tested the effects of increasing k and of using a hill-climbing 
strategy versus randomly scattered tree improvements. The results of these 
experiments will be presented. 

2. NNI on Binary Unrooted Trees 

The trees we consider have n labeled terminal nodes (degree 1) and 
n - 2 non-terminal nodes of degree 3. To each terminal node i is associated a 
data point xi in some space - -  the details will not concern us here, it could be 
Euclidean space, Manhattan space, the space of finite sequences under some 
index of sequence distance, etc. There is some global tree evaluation 



212 D. Sankoff, Y. Abel, J. Hein 

criterion F(x, T) that is to be minimized over the set of  trees T with n termi- 
nals 1 - -  again the details of  F are of  no importance here - -  it could be some 
measure of  parsimony, log likelihood, least squares, etc. We will assume for 
simplicity's sake that F does not depend on the placement of  the root, though 

this is not essential to our approach. 

Typically, an NNI-based algorithm starts with some initial tree T o. An 
edge in To connecting two non-terminal nodes, which we denote temporarily 

as e and f, is chosen. This determines a 4-tree since, by definition, e must be 
connected to two other nodes a and b, terminal or non-terminal, and f must be 

connected two others, c and d. The edge set of  To contains the subset 
{ae,be,ef,  cf, df}. 

T'o and T"o are defined to have the same nodes as T o but where the 
subset of  edges {ae,be,ef, cf, df} is replaced by {ae,bf, ef, ce,df} and 
{ae,bf, ef, cf, de}, respectively. T I is defined to be To , T'o, or T"o, according 
to which one minimizes F(x,T). If  F(x,T'o)= F(x ,T"o)< F(x, To), then 

either T" o or T'" o can be chosen to be Ti .  I f  TI 4: To, we say an NNI has 
occurred. If  F(x, To) is minimal but it equals one or both of  F(x,T'o), 
F(x,T"o),  then T 1 = T o. 

Then an edge other than ef  in T l is examined in the same way, and the 
process continues until convergence to a local minimum, i.e., for all pairs of  
adjacent non-terminal nodes in the current tree Tk, 

F(x, Tk) < min { F(x,T'k), F(x,T"k) } . (1) 

It is important to define the criterion for choosing at each step the next edge 
to be examined, to ensure that a local minimum can be reached, i.e., to ensure 

that when the algorithm stops due to no further possible decrease in F, this is 
because inequality (1) holds for all pairs of  connected non-terminal nodes and 
not just  because the algorithm fails to examine some improvable edges. 

1. We will be using letters a ,  b ... to designate tree nodes. The fact that the terminal nodes are 
labeled and the non-terminal nodes are unlabeled means that the former are associated with 
the data points xi, and that by interchanging two labels - two data points - we would in general 
be changing the value of F, whereas interchanging the letters designating two non-terminal 
nodes has no effect on F. In phylogenetics, F depends on the identity of the terminal nodes in 
terms of the data but otherwise only on the structure of the tree as a graph. In some methods, a 
point x in the data space may be assigned to a non-terminal node, but this is a function and a 
consequence of the structure of the tree, which must be determined beforehand, and has no 
meaning outside the context of that particular tree, whereas the data values and the identifies 
of the terminal nodes are independent of and prior to tree construction. 
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One way is to construct from T O a list of all the edges in the tree con- 
necting two non-terminal nodes. The edges are examined one by one, accord- 
ing to the list order, for possible improvements, and the list remains 
unchanged as long as F(x, Tj)= F(x, Tj_I). As soon as F(x, Tj)< F(x, Tj_I) , 
the old list is abandoned and a new one constructed. The examination of the 
edges continues, starting at the top of the new list. It is clear that when no 
further decrease in F is possible with this strategy, it is because (1) is satisfied 
for all pertinent edges in the tree. 

This procedure, however, is very inefficient. Each new list will contain 
all the same edges in the previous list except for at most two edges in the new 
list that replace two edges in the old one. Thus we are likely to repeat the 
same futile examination of the same edges many times in successive lists. It 
would be preferable if we could simply update the list with each improvement 
in the tree and continue the examination without repeatedly going back to the 
same edges. There are a number of ways of doing this; here we will describe 
a particular approach, not the simplest, but one that leads naturally to a gen- 
eralization to k-subtrees. 

We will make use of the distinction between available, active, and una- 
vailable edges. At the outset all the n - 3  edges joining two non-terminal 
nodes are available, while the remaining n, each joining one terminal and one 
non-terminal node, are unavailable. We activate any available edge el. Let a 
and b be the nodes colinear with e, and c and d the nodes colinear with f. 
This is the first edge in the sweep path. After examining this edge, whether or 
not an NNI occurs, ef changes state from active to unavailable. The other 
edges in the 4-subtree do not change state. More precisely, the four edges 
incident to a,b,c, and d have the same status as the corresponding edges 
before the examination and (possibly) the NNI. For example, if T 1 = T'o, 
then ae and df  retain whatever states they had before the NNI, while bf  and 
ee inherit the states of be and cf, respectively, in To. This is the key to the 
algorithm, since it effectively stores the relevant information about the sweep, 
in particular, which edges remain available, despite changes in the set of 
edges that make up the trees T o, T l ..... 

Another way of looking at this is illustrated in Figure 1. The nodes on 
the active edge are on the inner circle while the terminal nodes of the 4- 
subtree are on the outer circle. During an NNI, each node on the outer circle 
"remembers"  the state of the edge linking it to the inner circle, and reassigns 
this state to the new edge performing this function. 

We then activate any remaining available edge, which becomes the 
second edge on the sweep path, and repeat the process. This continues until 
every edge is unavailable. If no improvement has occurred during the entire 
sweep, then To is itself the local minimum. Otherwise we make available 
again all the edges joining two non-terminal nodes, and we start a new sweep. 
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Figure 1. State of  tree edges before and after an NNI. 

Generally speaking, the successive edges in a sweep path need not be 
adjacent, but for our purposes we will choose whenever possible the next 
edge to be included in the sweep path to be one of the available edges 
incident to e or to f. In particular, we tentatively look at all of these and 
choose the one (if there is one) that gives rise to an NNI with the greatest 
reduction in F, in order to reduce F as much as possible as soon as possible. 
It is in this "greedy"  policy that there is an analogy to the concept of direc- 
tion in numerical-analytic hill-climbing methods. This approach, via the most 
promising available edge adjacent to e or f, will not necessarily lead to faster 
convergence in the case of 4-subtrees, but will be important in the generaliza- 
tion to k-subtrees. 

Note that as a new edge xy is activated in this scheme, one of its nodes, 
say x = e, remains on the inner circle, while the other one, y, moves from the 
outer circle to the inner circle. At the same time, the other node f on the pre- 
viously activated edge ef moves from the inner circle to the outer circle. The 
two other nodes colinear with y displace the two colinear with f from the 
outer circle. 

This policy introduces a complication. At some point, no edge adjacent 
to the last edge in the sweep path will be available. In this case, we backtrack 
along the sweep path until we find an edge that has one or more available 
adjacent edges, and we activate one of these. The 4-subtrees encountered 
during backtracking may be different from those that were there when the 
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corresponding edge was active during the forward sweep. In addition, even 
though successive edges are adjacent in the forward sweep, in backtracking 
successive edges may not be. 

This procedure continues until we backtrack to the first edge in the 
sweep path, and there are no more available edges in the tree. If there have 
been improvements during the sweep, then the algorithm continues by reset- 
ting all the edges joining two non-terminal nodes to the available state, and 
starting a new sweep. 

3. Windows 

The NNI methods tend to be trapped in poor local minima because, 
relatively speaking, there are not many trees accessible in one step from any 
given tree. There are ( 2 n -  5)712n-3(n-  3)! ] n-trees and only n -  3 edges 
joining two non-terminal nodes, and hence only 2 n -  6 trees that can by 
obtained from a given tree by one NNI. To get around this we propose at each 
step of a local improvement algorithm, to examine an entire binary k-subtree 
of  the n-tree. The number of k-subtrees of an n-tree does not grow more than 
linearly with n, but each one can be rearranged in (2k - 5)t./[2k-3(k - 3)! ] - 1 
ways, so that it becomes much more likely that the algorithm will find its way 
out of a local minimum. Of course, as k increases, the search for a local 
improvement on a particular k-subtree requires exponentially more comput- 
ing time, though k = 8, say, requires only the moderate computing power 
described for the implementation below, and, as we shall see, represents an 
enormous improvement over NNI (k = 4). 

The k-subtree can be considered a window of potential improvement in 
the tree, with those parts of the tree not in the window, as well as the nodes on 
the outer circle - -  the "window frame," being temporarily fixed. As the win- 
dow sweeps through the tree, these other parts can in turn be improved. Let 
us now consider how to construct a sweep path for k-subtrees, based on the 
algorithm we described for NNI. 

At the outset all the n - 3  edges joining two non-terminal nodes are 
available, as before, while the remaining n, each joining one terminal and one 
non-terminal node, are unavailable. As with NNI, the algorithm starts with 
some initial tree T o . A k-subtee Ko in To containing 2k - 2 nodes of To, is 
activated, i.e., all its edges connecting two non-terminal nodes of K o are 
activated. (It is a simple matter to find at least one such subtree.) Note that of 
the nodes in K,,, k -  2 are non-terminal nodes both of To and of Ko, the 
remaining k may be terminal or non-terminal in To, but are terminal in Ko. 
All the latter nodes may be considered to be on the outer circle. In contrast, 
not all the k - 2 non-terminal nodes are considered to be on the inner circle, 
only those that are connected to two nodes on the outer circle. 
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Let {K(o 1) . . . . .  K(or); r = (2k -5)v[2k-3(k -3) l  ] -  1} be the set of 
different k-trees (and different from Ko) on the terminal nodes of Ko. Then 
T O) . . . .  ,T Cr) are defined to have the same nodes as To but with the edge sets 
of K(o 1) . . . . .  KCo r) replacing that of Ko, so that each T (/) is different from To. T1 
is defined to be To, TCoO,..., or 7 (r), according to which one minimizes 
F(x,T). If two or more T~o/), but not To, are minimal, T 1 can be defined to be 
any of them. If F(x,T,,) is minimal but it equals one or more of 
F(x,T~o 1)) . . . .  ,F(x,T~r)), then T1 = To. 

Then another k-subtree in T I is activated, containing at least one avail- 
able edge joining two of its non-terminal nodes. All the edges active in the 
previous step, except those still activated in the new tree (if any), become 
unavailable. The process continues until all edges are unavailable. Then all 
the n - 3 edges joining two non-terminal nodes are made available anew and 
a new sweep begins. There is a difference between this iterative process and 
the one used for NNI. While the algorithm should stop as before when there 
is no improvement during an entire sweep, this does not necessarily satisfy 
the criterion analogous to (1) for convergence to a local minimum, i.e., for all 
k-subtrees in the current tree Tj, 

F(x, Tj) <_ min {F(x ,~  1)) . . . . .  F(x,~r))} . (2) 

There are at most n - k k-subtrees examined during a sweep, while the total 
number of k-subtrees may grow exponentially in n. Thus we can only detect 
local optima with respect to a specific algorithm for choosing the successive 
k-subtrees in the sweep path. 

4. Step Size I 

The most direct generalization to the NNI sweep algorithm will 
activate at each step one available edge adjacent to any edge active in the 
previous step, thus drawing two new nodes onto the outer circle, and will 
relegate to the outer circle one node from the inner circle, changing the state 
of one edge from active to unavailable and displacing two nodes from the 
outer circle. 

Thus, in Figure 2, after the 5-subtree with terminals a,b,c,d, and h is 
restructured, a new 5-subtree containing the available edge fb is activated. 
Node b moves to the inner circle, bringing its two other colinear nodes i and j 
onto the outer circle. Node e is displaced to the outer circle as eg becomes 
unavailable, and a and h are displaced from the outer circle. 

Note that in the example in Figure 2, instead of activating fb, we could 
have activated fd (d displacing e from the inner to the outer circle), eh (h 
displacing f from the inner to the outer circle), or gc (e displacing e or f to the 
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Figure 2. Activation of  a 5-subtree, followed by restructuring and activation of another 5- 
subtree. 

outer circle). Note that g could not have been displaced to the outer circle as 
it was not on the inner circle. The number of nodes on the inner circle is at 
least two, but may be as large as k /2 .  Unlike the NNI algorithm, not all of the 
nodes on activated edges are on the inner circle, only those connected to two 
terminals of the k-subtree, and only those may be displaced to the outer cir- 
cle, to ensure that we always obtain a binary k-subtree. 

5. Backtracking 

There is no guarantee that the stepwise sweep procedure we have out- 
lined will eventually activate all available edges. What happens when there 
are no more available edges linking the outer circle to a previously activated 
edge? The simplest procedure would be to restart the sweep with any k- 
subtree containing at least one available edge. We prefer, however, to incor- 
porate elements of a backtracking procedure to retain as much as possible of 
the local improvement spirit of the algorithm. Once each edge is rendered 
unavailable, it is thereafter uniquely identifiable by the two adjacent edges it 
meets at its node on the outer circle, even though its other node may partici- 
pate in many further restructurings. We can thus backtrack by incorporating 
the most recent unavailable edges into the k-subtree one at a time, as if we 
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were re-activating them (but without recalculating F), at each step relegating 
some node on the inner circle to the outer circle to make sure that the window 
always consists of a k-subtree, until we find an available edge linking the 
outer circle to the newly re-activated edge. At this point we begin looking 
again for improvements in F. 

It may happen that the next-most-recent unavailable edge E may be too 
remote from the current k-subtree for it to be incorporated in a single step 
without destroying the connectedness of the k-subtree. In this case we try to 
conserve the spirit of the algorithm as much as possible by continuing as in 
(a)-(d) with a k-subtree containing edge E in its outer circle. 

(a) If there are several such, we choose one containing no available 
edges in either the inner or outer circles (there is always at least one 
of these). 

(b) If there are several satisfying (a), we choose one where all the edges 
in the inner circle have previously been reactivated and then deac- 
tivated during the backtracking. 

(c) And if there is still a choice, we pick a subtree with as many as possi- 
ble edges in the outer circle that have previously been reactivated and 
then deactivated during the backtracking. 

(d) Any further ambiguities are resolved randomly, and the resulting k- 
subtree serves as the starting point for a renewed examination of its 
neighbors in the search for improvements in the objective function. 

The strategy outlined in (a)-(d) mimics as much as possible the normal 
configuration during backtracking of a subtree about to incorporate an edge E 
made unavailable during the forward sweep of the algorithm. 

6. Direction 

In the NNI algorithm, we selected the most promising available edge to 
be activated at each step. The same strategy is feasible for k-subtrees, though 
if k is large, this means calculating F for many possible directions, i.e., neigh- 
boring trees. There is a further complication. Not only do we have to choose 
an available edge to become active, but we must simultaneously choose an 
active edge to become unavailable. This is restricted to those active edges 
touching the inner circle. There are several ways of deciding on an edge to 
be deactivated. In our implementation we choose that edge that has remained 
identifiable in the longest consecutive series of restructurings (identifiable in 
terms of the bipartition the edge induces on the set of terminal nodes of the 
n-tree). This edge has proved to be the most stable during recent rearrange- 
ments and hence seems the least likely to participate in the next ones. 
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Another possibility, which we did not explore, makes use of the fact 
that each edge that is a candidate for deactivation is adjacent to two edges 
touching the outer circle, some of which may have been unavailable since the 
outset, others may still be available, while still others may have been ren- 
dered unavailable in previous steps. It would seem reasonable to choose to 
deactivate the edge adjacent to a pair of edges that have both been unavail- 
able for as large a number of steps as possible (i.e., that maximize the 
minimum of their two "ages") .  

7. Step Size r 

If n and k are both large, it may not be feasible to look for an improve- 
ment at each step. Instead we could consider the r most promising directions 
(r < k /2) ,  activate the corresponding edges one by one, each time making 
one previously active edge unavailable, and then calculate F. The size of r 
would be limited by the number of promising directions, including directions 
that by themselves lead to no change in F. In addition, we might want to keep 
r small where F is rapidly improving and allow r to be large if there are few 
or no promising directions, in order to ensure that the best possible local 
improvement is attained. 

Another approach to variable step size would be to find the most 
promising direction xy, then to activate one by one r edges along any con- 
tiguous path beginning with xy, before recalculating F. Though we have 
implemented these options in our experimental program, their evaluation 
awaits further research, so we will not discuss them further here. 

8. Evaluating the Effects of Window Size, Hill-climbing 
Strategy, and Stop Options 

The experiments we describe here were carried out on simulated 
nucleic acid sequence data, i.e., random sequences on the alphabet 
{A,C,G,T}, and make use of a simple parsimony criterion, where the distance 
between two points is simply the number of sequence positions in which they 
differ. As we have stressed, the method does not depend on these particulari- 
ties in any way. We could, for example, have equally well used the same data 
but a different criterion, such as maximum likelihood under some simple 
model for generating mutations depending on the lengths of the tree edges. 
Or we could have analyzed data points in R p, p > 2, and a criterion of 
minimum total Euclidean edge-length. 

We set the number of terminal nodes at 40, well out of reach of all glo- 
bal tree optimization methods (in the worst case), and the number of sequence 
positions at 100. The 40 sequences for each of 100 simulated data sets were 
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generated using equal probabilities for four nucleotides at each sequence 
position independently. These data are much more difficult for phylogenetic 
inference than what would normally be obtained by experiment or observa- 
tion. There is no true tree underlying the generation of the data, the charac- 
ters can all be expected to be incompatible with each other, and any index of 
treeness or consistency will score very low. The landscape defined by the 
parsimony function over the set of trees is likely to be relatively fiat, with no 
very striking global minima and plenty of shallow local minima. This is in 
dramatic contrast with the study of Maddison (1991), who found relatively 
few mutually inaccessible (in one step) "islands" of optimal trees in survey- 
ing a number of different sets of real data. In that study each data set 
involved clearly related species, so that there was much compatibility 
amongst characters and presumably there existed a true tree representing the 
history of evolutionary divergence. Maddison used a rearrangement opera- 
tion with more possibilities than even subtree pruning and regrafting, and he 
only studied the number of mutually inaccessible global, rather than local, 
optima. Nevertheless we may extrapolate from his findings that the parsi- 
mony landscapes for his data sets tended to contain a single deep valley with 
the island of optimal trees at the bottom and presumably few local minima. 
Though he did not specifically study it, the same may also have been true 
under NNI, though there surely would have been more local minima. In any 
case, we can predict our random data will be at the other extreme from 
Maddison's real data sets. They should contain a multitude of local minima 
and should hence be ideal as a testing ground for methods designed to cir- 
cumvent the local minimum problem. 

Tree evaluation was carried out by dynamic programming (Fitch 1971; 
Hartigan 1973; Sankoff and Rousseau 1975), which calculates the minimum 
number of changes along the branches of the full n-tree necessary to account 
for the configuration of nucleotides at the 40 terminal nodes, summed over all 
100 positions. 

We compared window sizes k = 4,5,6,7 and 8. For each k, four experi- 
ments were carried out, two making use of the hill-climbing option in choos- 
ing successive windows, and two where the next window is chosen randomly 
among all possible k-subtrees containing at least one available edge. For 
each of the 100 data sets a random initial tree was generated and used for all 
four experiments and for all five values of k. Note that in the random strategy 
all the active edges in a k-subtree are rendered inactive once the window has 
been tested. In both strategies, once there are no available edges left, a new 
sweep begins, where all eligible edges are made available anew. For each 
strategy, two stopping options were compared: first, after an entire sweep 
found no improvements, and second when no k-subtree can be restructured to 
improve the criterion. Note that the first stopping option may be satisfied 



Generalization of Nearest Neighbor Interchange 221 

while the second is not, since an improvable subtree may be bypassed in the 
sweep if its edges have previously all been made unavailable. 

To carry out these experiments, we implemented a FORTRAN 77 pro- 
gram on an IRIS 4D-220 using one processor. Optimization within each win- 
dow was carried out by exhaustively evaluating all possible trees. While 
there are algorithms that operate faster with many data sets, there is no escap- 
ing the worst-case exponential behavior of execution time as k increases. The 
program is still experimental, somewhat machine-dependent, and lacking 
convenient interface capabilities, but a transportable version will eventually 
be made available for distribution. 

9. Window Size 

The most dramatic effect in these experiments is undoubtedly that of 
window size. Figure 3 shows that the average length of the locally minimal 
tree drops considerably when we enlarge the window size from the k = 4 of 
the NNI strategy to k = 5, and that it continues to drop as k increases. This is 
true for both the hill-climbing and random search procedures and for both 
stopping strategies. Indeed, extrapolating beyond k = 8, it is clear that were 
more computing time feasible, larger window sizes would give even better 
results. This can be seen by comparing the trees found by the two procedures 
on identical data sets. 

That the random search and the hill-climbing strategy result in almost 
identical mean tree length for k = 8 (strong stopping rule) does not imply that 
they generally find the same tree. In fact, they found trees of different lengths 
for 99 out of the 10 simulated data sets. The distribution of the length 
differences is depicted in Figure 4. 

Considering the better of the hill-climbing and the random-search tree 
for each of the 100 data sets, we obtain the heavily-outlined distribution in 
Figure 5. The fact that its mean is almost 8 less than either strategy means 
that there is at least this much room for improvement by using higher values 
of k, and probably considerably more. 

It is equally clear, however, that increasing k by more than I or 2 is 
computationally impractical using the present algorithm. In our present 
implementation, CPU time for a single tree with k = 8 is on the order of one 
hour, while k = 9 or k = 10 would require about 13 and 195 hours, respec- 
tively. In Section 14, we will suggest a way of circumventing this problem. 

10. Hill-climbing 

For each value of k, the hill-climbing procedure finds a better mean 
local minimum tree length than the random search. As seen in Figure 3, this 
is true both when the weaker stopping rule applies and when both algorithms 
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are extended through the imposition of (identical) stronger conditions for 
stopping, though the gap between the two methods is decreased when the 
latter conditions must be satisfied. Figure 6 shows the moderate increase in 
computational cost of the hill-climbing implementation; part of this increase 
may be ascribed to the lesser tendency to fall too quickly into undesirable 
local minima and part is because the random search renders more edges una- 
vailable per window searched, for k > 4, so that sweep cycles are completed 
more rapidly (and less thoroughly !). 

In Figure 6, the comparison among the four experiments with the same 
value of k is a fair indication of their relative computational costs, but the 
number of minimizations is not a good indicator of the relative amounts of 
CPU time for different values of k, since the time for each minimization is of 
the order of kN(k), where N(k)= 1 - 3 - 5  . . . . .  (2k-5)  is the number of 
different terminal-labeled binary k-trees, and the factor k represents the time 
required to evaluate each of these possibilities through dynamic program- 
ming. Nevertheless, it is of interest that the average number of windows 
examined before the algorithm stops is not strongly dependent on k. The 
same is true of the average number of improvements found before stopping, 
ranging between 30 and 50 for all our experiments. Our experiments do not 
of course allow us to estimate how these quantities grow with n, but it 
appears to be the only important parameter. 

II. Stopping Rules 

When the stronger stopping rule results in a better minimum, this result 
is in some sense a defeat for the local optimization spirit of the hill-climbing 
strategy. While the average local minimum does decrease when the algo- 
rithm continues past the weaker conditions for stopping, especially for the 
random search procedure, this decrease is marginal for the hill-climbing pro- 
cedure, as can be seen by the near-coincidence of the curves for this pro- 
cedure in Figure 3. 

We saw in Section 9 that although the random and hill-climbing stra- 
tegies might have almost identical performance in terms of average tree 
length, this did not mean they find the same tree; indeed they almost never do, 
and the standard deviation of the difference between the trees they find on a 
given data set is almost 20 for k = 8 (strong stopping rule). In contrast, the 
trees found under the weak and strong stopping rules tend to be the same, as 
is depicted in Figure 7. 
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12. Time Course of the Objective Function 

Figures 8 and 9 provide an overview of the two experiments making 
use of the weaker stopping conditions. The other pair of experiments, dep- 
icted in Figure 10, differs little except that the values are somewhat lower, 
there is less of a difference between the random and hill-climbing strategy for 
each k, and the experiments extend to a larger number of windows examined. 
An interesting feature most clearly seen in Figure 9 is the initially superior 
performance of the randomized procedure for the larger values of k. This can 
be understood in terms of the fact that in the hill-climbing procedure, much of 
the configuration of edges and vertices in the second k-subtree examined will 
already have been optimized in previous windows, leaving relatively little 
room for improvement in the current step, while in the randomized procedure, 
the first few windows are likely all to be in regions of the tree not previously 
examined, so that each can contribute a large decrease in the objective func- 
tion. Nevertheless, as is clear in Figures 3, 8 and 10, the hill-climbing pro- 
cedure eventually shows its superiority. 

Note that the curves in Figures 8-10 depict the average of all 100 data 
sets at all points, even when most of the experiments have already stopped. 
Thus the leveling off seen in the curves is largely due to the improvements in 
a decreasing number of trees, namely those for which the search has not 
stopped, being divided by an unchanging total number (100) of data sets. 
Figure 11 gives a clearer picture of the improvements themselves, depicting 
the average improvement over just those trees that are improving. For k = 4, 
the hill-climbing strategy tends to have slightly better improvements during 
most of the experiment, while for k = 8, the random strategy initially does 
much better, but quickly drops below the hill-climbing method which sustains 
a plateau rate of 4 to 5 per improvement during a good portion of the experi- 
ment. The initial behavior of the random strategy is reflected in the curves in 
Figure 9, as discussed earlier in this section. 

It is, however, the elevated plateau rate for hill-climbing which is the 
most interesting finding, and the one that most clearly supports our hypothesis 
that the notion of hill-climbing is pertinent to the problem of tree- 
optimization. This effect can be seen as well for k = 7 and to a lesser extent 
fork = 6 a n d k  =5.  

It may also be observed in Figure 11 that there is no tendency for the 
size of improvements to descend to the minimum possible value 1, but that it 
levels offnear 2, for k = 4 . . . . .  8. 
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13. Distribution of Stopping Times 

There is a mild but unmistakable tendency for those trees that attain a 
local minimum after a small number of improvements to have a higher value 
of the objective function than those which result from a larger number of 
improvements. In Figure 12, the lengths of the 100 trees are displayed in 
order of the number of improvements they underwent before the algorithm 
stopped. For comparability the curves are smoothed through a moving aver- 
age calculation. We note that the five curves decrease more or less in paral- 
lel. This reflects a correlation of about - 0.5 between tree length and stopping 
time for each k. This association is greater in magnitude than that between 
tree-lengths for the same tree and different values of k, correlation coefficient 
of about 0.4. 

There are three possible explanations for stopping early: 

(a) Good luck. By chance the random initial tree is close to a good 
local minimum. 

(b) Bad luck. By chance the random initial tree is close to a poor local 
minimum. 

(c) Lack of treeness of the data. 

Were (a) an important factor, we would not expect the observed 
decreasing slope for the curves; indeed, the trees found with a smaller number 
of improvements would be better than those that take a long time to find, so 
that the curves might actually show an increase. If (c), a differential lack of 
inherent tree structure in the different data sets, were a major cause of early 
versus late stopping, we would expect the decreasing slope, since the objec- 
tive function for the more tree-like data sets would in many cases continue to 
improve as Ti approached its relatively deep global minima while the algo- 
rithm running on the less tree-like data sets would have nowhere to go and 
would stop early. If this explanation held, however, we would also expect the 
stopping times for the same tree for different k to be highly correlated, since 
the amount of treeness in the data set is the same for all the analyses. In fact, 
the correlation between stopping times of the same tree is relatively weak, 
around 0.2 for the various pairs of values of k. Of course these are not really 
appropriate experiments to test this effect, since any treeness inherent in any 
of the data sets is accidental. It would be possible to generate random data 
with different degrees of inherent treeness, or simply to compare real data sets 
as in Maddison (1991). Explanation (b), bad lack, accords with both the 
decreasing slope and with the lack of correlation of stopping times for 
different k. If To is close to a poor local minimum, the algorithm will tend to 
terminate early there, and the objective functions will not get a chance to 
improve much. But a local minimum for k = 4, especially a poor local 
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minimum, is quite likely not to be a minimum for k = 5, so that there will not 
be much of a correlation between different (with respect to k) analyses of the 
same data. 

What remains unexplained is the parallelism among the five curves, 
indicating a scaling effect for the objective function landscapes as k 
increases; the landscape looks the same to the algorithm for k = 8 as it does 
for k = 5, except that its average altitude is lower in the former than the latter. 

14. Discussion 

In this paper we have tried to generalize and strengthen the nearest 
neighbor interchange (NNI) method while formulating a rigorous procedure 
for sweeping a fixed-size window across a tree as an optimization strategy. 
Our simulation results suggest that both goals have been achieved, but that 
our method is still far from finding the best tree for data sets of the type we 
have analyzed. Indeed we deliberately constructed large, un-treelike data 
sets in order to see what parameters of the method were most important to the 
optimality of the phylogenetic construction. With smaller n and/or data gen- 
erated using a tree model, our method using k > 4 would achieve correct 
reconstructions more frequently than using just k = 4 (NNI), and more fre- 
quently with hill-climbing than with the random strategy. We could also 
assure better performance by starting with an initial tree constructed by 
applying some rapid agglomerative procedure to the data, rather than a ran- 
dom tree. 

Perhaps the most striking result of our simulations is the extremely poor 
behavior of the classical NNI procedure. Every increase in k in our method 
gives markedly better results. And though we are approaching the limits of 
computational feasibility, the most promising avenue for further improvement 
is to increase k. Though it would be unrealistic to undertake a k = 12 algo- 
rithm, say, where the best 12-subtree for each window is found by exhaustive 
examination of all possible such subtrees, other methods of optimizing or 
approximately optimizing these subtrees are feasible. With certain types of 
data, a branch-and-bound algorithm could do k = 12 and more. Even with the 
un-treelike data we generated in our simulations, it may prove advantageous 
to trade off the global optimization within windows to save computing time, 
thus allowing larger k and thus perhaps realizing at least part of the improve- 
ment that clearly remains possible. One possibility would be to try to optim- 
ize large k l-subtrees recursively using the hill-climbing algorithm with 
smaller k2-subtrees within each k l-window. The initial configuration within 
each k2-window would be random, or at least different from the pre-existing 
configuration, otherwise the whole algorithm would reduce to a version of our 
original non-recursive k2-algorithm. The value of k2 would be 6 or 7, 
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depending on the computational power available, but k~ would be chosen to 
optimize the trade-offbetween the accuracy in the outer loop of the algorithm, 
as k 1 approaches n, and the degrading of the inner loop as k 1 becomes much 
greater than k2. 

While we have simulated molecular evolution data and analyzed them 
according to a parsimony criterion, we believe the sweeping of n-trees by k- 
tree windows, using the notion of hill-climbing on trees, would be applicable 
to the search for optimal trees based on other systematic or classificatory data 
and according to other global evaluation criteria. Its advantages versus the 
use of other elementary rearrangement operations are two-fold: first it offers a 
more thorough search of the local neighborhood of the currently best tree - -  
local in the sense of involving a set of adjacent edges only - -  although in 
doing so it trades off the possibility of jumping directly to a dramatically 
different tree, and second, the parameter k serves as a fine control of the com- 
puting costs of  the algorithm to take account of the computing power avail- 
able, whereas other methods are necessarily quadratic in n. 

J. Felsenstein (personal communication) points out that with global 
evaluation criteria that depend on optimizing edge lengths as well as tree 
form, such as distance matrix and likelihood methods, the derivatives of the 
criterion with respect to edge length give a strong indication of which edges 
should disappear at the next step of an iterative optimization procedure, lead- 
ing to a more constrained search for advantageous rearrangements. An algo- 
rithm based on this approach would undoubtedly converge more rapidly, but 
would seem at least as likely as NNI to terminate early in relatively poor local 

optima. 
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